Swarm scholarship and the fundamental epistemology of the collective method.

1. Introduction

      On January 8-11, 2007 the enormous fortieth annual Consumer Electronics Show took place in Las Vegas.  At this convention, nearly 3000 companies displayed the newest versions of their high tech products to nearly 140,000 industry representatives and others.  The space needed to put on so many simultaneous displays was so immense that the carpeting for the aisles alone was enough to cover 600 average homes (Stone and Darlin, 2007).

      A gathering like this is clearly a potential treasure trove of information for academics interested in questions about technology and society, social identity and consumer culture, marketing and ethnicity, and countless other factors. But however much information there is to be learned at such a gathering, the sheer size of it (not to mention its ephemeral nature) poses innumerable problems for those wishing to study it.   

     To study phenomena such as the Las Vegas CES convention, it is worthwhile to try out some innovative methodologies.   One such innovative method was attempted on January 7, 2007, when a band of 15 researchers from different fields across the country met together to begin studying the show using a method termed  “Swarm.”  The idea behind Swarm was that something like the CES show could be efficiently studied by a small group of scholars from different disciplinary perspectives, each moving through the conference and examining various things using their own methods, but then collaborating on the analysis of the data.   The Swarm method of studying the 2007 CES convention had a number of interesting features.  The study took place over a very short time, was very interdisciplinary in its focus, and covered a large number of things.   And while data is still being analyzed and discussed, many interesting things were uncovered.   In this paper, however, I want to look primarily at one feature of Swarm methodology.  A central idea behind the Swarm method is that, for studying something like the CES, more could be learned by a collection of collaborating scholars than a single researcher.   Now on the one hand, it seems obvious that more researchers can collect and analyze more data, and come to more conclusions.  On the other hand, collaborative research, especially in the humanities, is not the norm.  Humanities scholarship traditionally consists of a paper with a single author, or perhaps a pair of authors.  And even if we have a rough intuitive idea that more people looking at a problem is better, we are still lacking in clear specific ideas about how and why numerous scholars working together would tend to improve knowledge. 

     In this paper, I want to look at some of the fundamental philosophical ideas about the ways in which a group of people collaborating in some way can enhance knowledge.   My focus will be on the general ways in which raising the number of scholars working on a project can improve knowledge in a range of conditions.   This general focus, of course, will not enable me to say whether, in a given specific case, adding scholars actually will improve knowledge, or whether more conditions that prevent knowledge enhancement are present.  That can only be assessed by looking at the details of that case.  I will also not be looking at general ways in which adding scholars can impede knowledge gathering.  (Looking at the ways in which collaboration enhances knowledge is a big enough task for one paper.)   Competition with other scholars, for example, as I will discuss, can reduce sloppy rash claims; but it can also sometimes induce performance-reducing nervousness.  Questions about which effect will tend to prevail in which circumstances are outside of the scope of this paper.   Further, I will also not be discussing whether the general knowledge-enhancing benefits I cover in this paper are worth the costs of achieving them.   That’s because there is little general that can be said about this issue.  Adding more scholars to look at a problem may lead to more justified and more accurate beliefs in many circumstances.  But whether this increased accuracy is worth the extra ‘manpower’ depends on the weight one assigns to various competing goals, and how many resources one has to expend.   Whether the epistemic benefits of looking at a problem with a number of scholars is worth the costs must be assessed on a case-by-case basis, based on the values of the people interested in the issue.  Still,  knowing more, at the outset, about some of the ways in which adding scholars can enhance knowledge may help us make these assessments.   It’s on this issue that this paper will focus. 

2.Group scholarship and epistemology

     In philosophy, the study of knowledge is called Epistemology, and is one of the three main branches of philosophy (along with Metaphysics and Ethics).  Epistemology has been traditionally concerned with questions of what knowledge is (justified true belief is the traditional answer) and whether we truly have any (skeptics think we have little).   But Epistemology has also been concerned with questions of what processes, practices. and tools are most conducive to producing justified true beliefs.  When is a sample size likely to produce a reliable inductive generalization?  What kinds of experts are most trustworthy?  Do we tend to over-emphasize confirmatory evidence?  Just about any collection of activities (or collection of stuff) could be theoretically assessed in terms of how well or poorly it helps contribute to the growth of knowledge.   The issue I’m concerned with here is how bringing additional scholars onboard will tend to increase our knowledge of a realm. As I mentioned, whether and how any group of scholars can usefully increase our knowledge of a subject area depends, of course, on many specific factors: the size of the group, the background of the participants, the group’s internal dynamics, the measuring tools they use, what is being studied, what we intend to use the knowledge for, etc.  There are, however, some very general things that can be said about the ways in which increasing the number of scholars looking at a subject area could increase our knowledge of it.  

     In my view, there are three main ways that employing a number of scholars can enhance knowledge.   One way is when each of number of individuals adds to the number of beliefs (or justification of beliefs) so the total amount of justified true beliefs we have increases.  A second family is when something aggregates the beliefs claimed by different individuals into some kind of superior synthesis.  A third family is when group members do things to help other group members add justified beliefs.  I’ll discuss each of these, below. 

3. Adding justified beliefs

     The simplest way in which adding to the number of scholars who study an area can improve our knowledge of it is that increasing the number of scholars simply increases the amount of resources that can be devoted to producing justified beliefs.  Knowledge can easily be enhanced when an individual is able to devote more time or other resources to examining something.  But it can also be enhanced when the extra examination resources are contributed by a group of people.  Indeed, because of the cost of obtaining information, it is sometimes not even possible for an individual to have the resources to study certain areas thoroughly, but it may be possible for a group.  Philip Kitcher makes this point quite straightforwardly:

   Suppose that the scientist has total resources (time, energy, money) E and needs K   

   items of information.  Let the cost of acquiring each directly be C, the cost of acquiring   

   each from an authority [another scientist] be c. The scientist’s project is individually 

   impossible but cooperatively feasible just in case:   kc < E < kc.   (Kitcher 1995) 

One basic resource, for example, that a group can provide is more time spent forming beliefs. No matter how beliefs are formed or justified, formation and justification takes time.  Adding to the number of individuals examining an area will automatically add to the amount of time the area is examined by agents. 

     Now there are many ways that individuals spending time studying an area can form justified, and/or true beliefs about it – and, correspondingly, there are many ways groups of individuals can add to our pool of beliefs.  An individual can perceive with her senses that certain properties are present.  She can put some beliefs together to deductively or inductively infer the truth of a third belief.  Or she can creatively form a hypothesis, draw theoretical conclusions about what can be expected if the hypothesis is true, and then see if the hypothesis is confirmed or disconfirmed.  When you add to the number individuals looking at certain domain, you multiply the number of sensory mechanisms, inference engines, and hypothesis generators that can produce justified beliefs about that domain.    The more people looking at the domain, the more evidence-based beliefs can be formed about it and the more knowledge of it we can have.  

     Now to the extent that the people studying the domain have different interests and backgrounds (as the Swarm study participants did), it’s likely that the scholars looking at the same domain will make claims about many different properties of that domain.  This is good, since we generally want to have knowledge of more rather than fewer properties.  But in cases where it turns out that scholars want to make claims about the same properties of the domain, this too provides us with useful information.  Suppose that Professor Plum claims that she’s observed that a robot made by Sony has an extra arm on its right hand side.  Suppose that Professor Glum reports that he too has seen that the robot has an extra arm on its right side.  Professor Glum’s claim provides us with a confirmation of the claim that the robot has an extra arm on its right side.  This adds to our justification for believing that the robot has certain characteristics.   Increased justification is an important part of improving knowledge.

    And if Professor Glum had claimed that, on the contrary, he had not observed an extra arm on the Sony robot this also gives us good information.  Suppose that Plum, in this instance, has made a mistake.  Nevertheless, given that Plum is usually a reliable observer, readers of Plum’s claim would not think twice about believing that Sony’s new robot had an extra arm on its right side, and they would be justified in doing so.   The lack of any challenges to the claim would lead readers to having a false belief.  If Glum and others make a contrary claim, however, readers of these claims know that Plum has probably made a mistake, or that the Plum observed something different than the other group members.  Numerous observers verifying a claim or countering a claim is one of our main ways of preventing ourselves from coming to hold false beliefs.  Adding observers, then, can be a central way of increasing the justification for the claims we believe. 

     Adding observers is especially important in studies like the Swarm study where scholars are often making claims about people’s inner mental responses.  In the Swarm study, participants often wanted to make claims about the emotions that a product likely evokes in people, about the cognitive associations and memories that a product conjures up, and about the ease of use of the product (e.g., “the new toggle switch makes people feel they are firmly in control”).   Humanities scholarship is filled with claims about people’s emotional or associational response to a text.    The problem is that a scholar is able to directly observe only her own inner responses.   Scholars often want to make claims about the inner responses that various people tend to have to texts, scenes, or artifacts.   They often try to do this by making an inductive generalization from a tiny sample (themselves).   But, as with any claim about a population, one’s claim is more justified if it’s based on observations of a large sample of the population.  But when one is observing mental states, however, one can’t simply increase the sample size of what one is observing, the way one can when one is studying the proportion of Volkswagens on a highway.   For inner states, a single scholar can only increase the number of observations of his own  (possibly unrepresentative) sample case.   It is very important, then, to get the inner responses of large numbers of people before drawing conclusions about the inner responses of people in general. 

Furthermore, claims about some lesser-known thing,  (here, other people’s mental states) are more justified, the more similar that thing is to something you know well  (here, one’s own mental states).   But, given the diversity of human inner lives, we are much better off if we can get and compile others’ explicit claims about their inner response, rather than having some people assume that others are similar to them.   Our knowledge of the external characteristics of, say, a certain species of fish can certainly be improved by adding to the number of people making observations about it.  But our knowledge of things like the images associated with certain products will likely be very impoverished if one does not hear what large numbers of people say about their mental states in the circumstances in question.  If we want to know about the inner states people have in various circumstances, adding to the number and variety of people observing inner states improves the justification of such claims immensely. 

     I have been talking thus far about how increasing the number of people looking at a domain increases our knowledge by adding to the number of claims, and increasing the justification for our belief in them.   I should say something here about whose knowledge is increased when new justified beliefs are created.   In one sense, all groups and all groups of groups (e.g., “humanity”) have their knowledge increased when even one belief is added to one person.   If a single car in a car pool gains an extra passenger, then the number of passengers riding in the car pool as a whole increases.  Similarly, the knowledge that the group possesses increases if any member comes to have a new justified true belief. What’s more, the knowledge gained by a single member can improve (or harm) the lives of vast numbers of people in the group if the person gaining the belief possesses powerful tools, or is in a position of power.  Still, just where the additional knowledge is located within a group can have important consequences.  While an individual can use a belief for the benefits of the group as a whole, a belief can only be used by an agent who has that belief as part of their “mental toolbox.”  And even within an individual, a belief can only be used to do certain things if it is stored in a place that the motor or inferential system that it can interact with or can find it in memory.   And it can be used only when it is in a form that can interact with the agent’s other beliefs or its motor system (a toddler or a monolingual Chinese speaker might remember hearing the phrase “the milk is in the fridge” without being able to use it).   Sometimes, then, the knowledge that a group gains, can languish unused in the mind of an individual, and not do much for the group. 

     But while only people holding the beliefs can use beliefs, a nice feature of beliefs is that copies of them can be cheaply and easily deposited into the mental systems of numerous members of the group.  There are various ways group members can spread beliefs to other group members.   These may or may not involve extensive interaction with other group members.   Group members can use oral language to directly cause other group members to have “copies” of the belief.   Or a group member can record inscriptions somewhere so that any group member can obtain the belief, so long as they have access to where the inscription is stored  -- a centrally located carved tree, a library, a copy of a newspaper, the internet – without having to directly interact with others.    A group’s increased knowledge (that can come from a single person adding a belief) can then be put to greater use as more people come to have copies of that belief in their own mental systems.

     As we’ll see in section 5, a group can be extensively organized to share in the labor of adding to our knowledge.   But we’ve seen that, even with very minimal internal organization, simply adding to the number of people looking at an area can greatly increase our knowledge of it. 

4. Aggregating

     Our knowledge of a domain can grow simply by adding more people who observe or think about a domain.   The number of justified beliefs about a domain will greatly increase when diverse people make claims about different parts of the domain.  Even if a set of people make claims about the same part of a domain, justification still increases by either removing claims that are disconfirmed, or having particular beliefs strongly confirmed.   But what if a group of people looks at the same part of a domain and gives a large range of opinions about what’s there?   Here, there are lots of mutual disconfirmations and very few confirmations.  Can our knowledge about something really be improved when a number of people make a range of claims about it this way? 

     Surprisingly, aggregating the claims of a number of people turns out to be a very robust way to improve our knowledge.   This has been empirically demonstrated in numerous sociological and psychological experiments, and was even the subject of a recent popular book James Surowiki’s The Wisdom of Crowds.    Hazel Green did one of the first studies of aggregation in the 1920s by asking students to guess the temperature in the room and simply averaging their guesses.   The correct temperature was 72.   The group average was 72.4 (Lorge e. al., 1958).  A host of subsequent studies have confirmed the surprising accuracy of simply averaging group guesses.   The averaged result of the Iowa Electronic Markets, for example, which allows anyone who wants to, to bet on percentage an electoral candidate will win by, regularly outperforms major national polls (Berg et. al., 2000).   

     The idea that simply averaging the guesses of a “mob” would be an accurate way to find out information about something seems counterintuitive at first.     Even if some members of the crowd were experts on what they were assessing, one might easily assume that these expert judgments would be swamped by the poor guesses of the uninformed majority.   But a bit of reflection reveals why, in many circumstances, we should expect that averaged guesses of a crowd to be highly accurate.   Think of a car odometer, which is designed to display a certain numeral indicating the distance a car has traveled.    If the odometer functions as it is designed to do, the numeral it displays will be the distanced traveled.    But no odometer is 100 percent accurate, so the numeral that it displays will be a function of the measuring apparatus working right plus some extraneous factors that introduce a (usually small) amount of error into the measurement.   So how could we get a more accurate measure of a certain length of street?   This way:  send down 100 cars, and average the odometer readings from each of them.   Any given single car might be considerably off in its measurement  (this is why a reading from a single car is not totally reliable).  But the large percentage of cars whose measurement is close to accurate will skew the average toward being close to accurate.   Furthermore,  while some of the odometer errors will cause errors overestimating the distance, others will underestimate it.   As long as errors are randomly distributed, the errors will tend cancel each other out – leaving very little error.  And the more measurers involved, the more complete and accurate the canceling out of errors will be. 

     Now think of people as complex measuring instruments.   Their guesses about what is present (guessing the temperature, the number of jelly beans in a jar, or who will win the next presidential election) will be the result of accurate sensory and cognitive processes along with error (e.g., fatigue, bias, intoxication).   For many subjects, the majority of people’s judgments will be roughly accurate, though there will be a certain amount of error.   There will also be a certain number of people whose guesses are way off.   But this will not make the average guess way off because these people are far fewer than those who guess roughly correctly.   Furthermore, the slight and the giant under-estimations will tend to be canceled out by the slight and giant overestimations.    The small number of experts relative to non-experts in a group tends not be a problem either.   Often, relying on experts is not that helpful, since, in many fields, expert performance tends to be strikingly poor (e. g., medical doctors disagree with each other on their diagnoses, a large percent of the time).  And even where expert judgment tends to be highly accurate, not having very many of them is often not a problem since their small number is compensated for by the large number of people who are making reasonably accurate judgments, and the over and under estimating errors  balancing each other out. 1

     We saw in the previous section that by we can increase our knowledge by simply adding the new justified beliefs that additional scholars accumulate to our store of beliefs.  In this section, we’ve seen that by simply summing the (numerically measurable) claims about a particular property and dividing by the number of people making the claim we greatly increase our knowledge.   Again, even with very little internal group organization, adding to the number of people studying a domain can greatly increase our knowledge of it. 

5. Helping others/dividing the labor

5.1 Individuals helping individuals

     Having a number of scholars study a particular area can do a lot to enhance our knowledge of that area, even with minimal group organization.  Each additional scholar who simply produces an additional justified claim about an area can certainly improve our knowledge of it.  But groups can also be organized to contribute to knowledge in other ways.   Group members can improve knowledge by, in addition to (or instead of) adding beliefs, doing things that help other group members add beliefs.  

     There are numerous ways that others can improve someone’s epistemic productivity.    One family of ways involves others motivating a person to produce more or better-justified beliefs.   Both competing and cooperating with others can provide important motivations for improving one’s performance.  Competition can improve performance when awareness of others working in the same area motivates an individual to do a more thorough job investigating, knowing that his work may be compared to another’s.   The distinct possibility that sloppy work in an area will seem to be inferior to another scholar’s, or even contradicted by it, can create strong motivation to make sure one’s claims are thoroughly justified.  Koppl (2005) describes a concrete example of this in his discussion of how the bias that workers at a crime lab invariably have in favor of finding matches between a suspect’s DNA and samples found at the crime scene will be nullified if it is known that two other labs will also be looking at the same results.  Here, instead of looking bad if a DNA match isn’t found, a lab will look bad if a match is found when the other labs don’t find it.   Competition with other scholars, of course, won’t always “raise the game” of a scholar but it is certainly one of the things that can help do so, and in doing so increases our knowledge of an area.

     If an awareness of an audience’s comparative judgment of one’s work can “raise the game” of a scholar, so can the mere awareness of a salient audience (like collaborators one is working with) judging one’s work.   Working alone, one may not have an audience one is writing for saliently in mind.   But if one is working and communicating with other scholars, it’s hard to avoid thinking about what they will think of your work.   That awareness, hard to avoid in collaborative work, puts pressure on a scholar to be thorough and to think about the flaws that others might point out if one’s claims aren’t fully justified.   Each scholar worries about fully justifying the claims she will present to other scholars.  In the process, each scholar’s claims become more justified, and our knowledge about the total collection of properties in that realm is enhanced. 

    Besides motivating people to formulate more justified or more numerous claims, talking with others working in the same area can quickly and efficiently let a person know if her claims tend to be confirmed or disconfirmed by other’s findings.    If few others agree with a person’s claim (e.g., the claim that a new cell phone is easier to use than its predecessor), this can motivate the claimer  either to abandon a difficult-to-justify claim or else to find a better justification.  Either way, our knowledge is improved.  The apparent confirmation or disconfirmation of hypotheses that can be gleaned from conversation with other scholars can show scholars when they seem to be heading in the right or wrong direction much faster than waiting for readers to accept or reject them based on comparing them with other published claims. 

     Communication with other scholars improves performance in other ways as well.   When you add to the number of scholars studying a domain, you add to the number of perceivers, hypothesis-generators, and inference-makers coming up with new beliefs.   But by having scholars organized so that they regularly communicate with one another, one can turbo-charge the amount of new claims created by making inferences from combinations of other claims.    New inferred beliefs can come to exist when an agent is simultaneously aware of a number of interrelated beliefs.   If one knows that a Sepco jamming device emitting an electromagnetic pulse will come within 10 feet of the Radio Shack booth at 3:00 PM, and one thinks about the fact that electronics are jammed when an electromagnetic pulse comes within 20 feet of them, one will infer that at 3:00, most Radio Shack electronic equipment will stop working.   In general, the more interrelated beliefs about an area an agent becomes aware of, the more inferences she can draw.   Now individual people all have pretty severe limits on the number of beliefs they can simultaneously entertain in working memory.    But adding to the number of people studying an area increases the amount of available working/processing memory for simultaneously considering claims that a group as a whole has.  Further, in adding to the number of scholars investigating an area, we add to the number of interrelated beliefs that can come to be simultaneous considered for possible inferences.  Still, adding more total beliefs to the pool won’t be of much help in creating new inferences if the new beliefs are in different heads, and can’t come into contact with the other beliefs that they could create further inferences with.  But having a group whose members communicate with each other about such matters changes everything.   In such a group, each agent can, in principle, rapidly transfer all she knows about an area to each other agent, putting inference-aiding beliefs into other people’s working memories and long-term memories (which can later be transferred to active working memory).   An agent discovering something new adds another belief to the pool.  But if she communicates this belief to another as well, that communicated belief can go on to combine with another agent’s belief, to help him infer yet a third belief. Communication with many others lets many other agents create many new inferences. Communicating in this way enables the group to move beliefs to locations in each other’s memories in ways that enable each member to draw more inferences and add new beliefs to the total.   The amount of new inferences resulting from the kind of communication that allows different ideas to combine can be enormous.  (The number of new beliefs about AI created by the Internet predecessor DARPA-net is a good concrete example of this – see Minsky 1988). 

      The kind of communication facilitating such idea combination can be loose and unfocused, or it can be narrow and targeted.   Even with unfocused loose talk about a common topic, it’s not unusual for a claim someone makes to “hit” another idea stored in someone’s memory that, together, will form the basis of inferring a new justified claim.   But more efficient combining and inferencing is possible too.  A scholar may know the general sort of claim that could combine with knowledge he has to create a new justified inference.   But he may lack specifics, or he may not know if some specific other claim he needs is really true or justified.   A scholar in such circumstances can try to efficiently elicit communications about just that information from others in the group.   Since certain groups of scholars are composed of people with knowledge about a certain area, odds are not bad that the requisite information can readily be found and new inferences readily made.   For example, for Edward de Vere to be a possible candidate for ghostwriting Shakespeare plays, new plays should cease appearing after 1605.  Did they?  A quick call to a fellow Elizabethan historian might reveal that new plays did seem to stop then, enabling one to infer that de Vere was a possible (though not necessarily probable) ghostwriter.   And if fellow group members do not posses the needed information, it’s not unlikely that their knowledge of the domain would enable them to tell you where or how such information could be found.   They could even suggest the names of group members who could do further investigation for you.  

     And, of course, one could send out other group members for purposes other than to help complete inferences.  One could send others to find information that confirms a hypothesis.  Or someone could send others to a particular place to uncover new information about a domain, after supplying them with information about where or how the new information is likely to be efficiently found.  There are many ways that communicating group members can share knowledge about a domain that lead to uncovering much more knowledge. 

     The idea of sending out others to collect certain information brings up a related way in which working in an organized group can make individuals more productive in enhancing our knowledge:  utilizing a division of labor.  A group can divide up the labor of coming to producing knowledge by having some people do things like make initial observations, while others come up with hypotheses to explain these observations, while still others look at whether the implications of these hypotheses are confirmed. Without a division of labor, showing that a new belief is justified might involve having a scholar spend a lot of time doing something he is lousy at (e.g., he might be good at coming up with certain types of hypotheses, but lousy at thinking of confirming experiments, or performing those experiments).   With a division of labor, a scholar might be freed from the kind of scholarly work he is not good at  (e.g. laboratory testing), while at the same time he can be confident that someone will do that work even if he doesn’t.  Meanwhile that scholar can use the time saved to do more of the work that he is really good at, given his particular interests, talents, and circumstances -- say, thinking up new hypotheses that explain observations.2

5.2 Group as a whole as an epistemic improvement system

     I’ve just discussed some of the ways in which actively interacting with other scholars allows each scholar to enhance knowledge more productively than each could by working alone.   Are there other ways in which organized groups can enhance knowledge?   Here, I can only suggest what I think is an interesting general approach to thinking about his issue.   

     We can think about the way a group can be organized to enhance knowledge in two different ways.   One way would be to focus, as we did in the previous section, on how certain individuals enhance our knowledge based on their performance being enhanced by a surrounding environment of other individual group members who help them.   Alternatively, we could focus on how a certain group as a whole enhances our knowledge, with the individuals in the group acting as “cogs in cognitive machine,” doing various things to contribute to the success the group achieves as a whole.   Either way, we are speaking about the same phenomena:  a group of individuals who are surrounded by other individuals, who, through their involvement with each other, help increase our knowledge.   But thinking about it in the more holistic, more systemic way can be useful.   Thinking of a group as a holistic knowledge-producing system encourages us not to limit our focus to what individuals do.   There might be other interesting units of analysis for thinking about the collective production of knowledge that don’t center around what individual group members do, but on the tasks performed by certain functional units, where it may not matter which or how many individuals realize that unit-role.  A large software company, for example, might have a number of de facto divisions that could be referred to by labels such as “the consumer attitude research team,”   “the new product design team, “ “the bug-fixing team,” and  “the monitor-the-competition team.”  Understanding how the company was able to design a better voice recognition program might be helped greatly by focusing on the intricate interactions between these team-units. 

     In thinking about how various functional components might be arranged and structured for useful knowledge production by a group, there are various things we could look at for guidance.   We could think of knowledge production as having analogous features with the production of other products, and look at various ways corporations have been structured to efficiently create consumer goods.  Alternatively, we could look at our paradigm cases of good knowledge-producing systems:  Individual human beings doing certain activities, animals who excel at certain cognitive tasks, or even artificial computing systems that appear to be useful at enhancing knowledge in certain ways.   We could look at such systems to uncover clues about what kinds of systemic organization is useful for producing certain kinds of knowledge.   How is it that the computing system Genetic Algorithm solves the problem of efficiently arranging items in a knapsack?   Could an analogous kind of organization be used by an architecture firm to figure out how to put units in a new city subdevelopment?   Could the cognitive principles that individual humans use to make analogies be used in an auto company research team trying to design an electric car?    They might well be able to.  Human or AI knowledge production, of course, is one thing, and the production of knowledge by an interacting group of scholars is another.   But it’s important to note that there are few in-principle obstacles to organizing a group of people in a way that simulates a particular human or AI knowledge production procedure.   

      To begin with, one of ways cognitive scientists think about ordinary individual thinking is conceptualizing it as if it were the result of “little people” implementing a complex program.  On “homoncular functionalist” understandings of cognition, intentional activity is seen as the resulting net effect of the activities of subagents (see Lycan, 1988).   Each subagent’s activities can be thought of as the net effect of sub-subagents of its own.  Mental processing is ultimately understood in terms of continual decomposition into less intelligent little “homunculi.”  Now in cognitive science, the explanation of human cognitive processes by little men inside one’s head is meant to be purely metaphorical.   But if one were to take this metaphorical story completely literally and use it to describe, not the thinking of individual human agents, but the activities of groups, one could give an account of the unitary cognitive activities of a complex agent constructed out of the activities of group members.  In various papers, Clark (1994), Jones (2001), Pettit (2003) and many other scholars have worked out accounts of how “group beliefs” like this can work.   And if groups can simulate cognitive processes, they can simulate ones that seem especially useful for producing certain kinds of knowledge.   If any of the literal homoncular functionalist stories are right, there will be ways that groups can be designed to produce useful knowledge.    Furthermore, even if individual cognition is not understood in a homonuclar functionalist way, most contemporary psychologists and cognitive scientists view thinking as computational.  According to the Church-Turing thesis (a fundamental idea in mathematics) any symbol-manipulating step-by-step computational procedure that can be computed, can be formally described by Turing machine algorithms. Describing our thought processes in terms of algorithmic computer programs has been at the heart of an enormous number of cognitive science projects for decades.   But a central feature of computation is there are few in-principle limits on what kinds of physical things can be used to implement the computational functions.  Just as a computing system can be implemented with strings and pulleys, it can also be implemented by groups of people interacting in certain ways.   If knowledge-producing thought processes are indeed computational, then, again, there must be some kind of group of people that can be arranged to simulate whatever computational procedures are useful for producing certain kinds of knowledge.   A group organized a certain way, then, could in principle enhance our knowledge by simulating the best thinking that humans (or other cognitive systems) can do.  It could be useful to think about how we might actually organize groups that could simulate such cognitive activity.   It might be especially useful to think about how we could design a group arranged such that it could simulate computational procedures that are too difficult or too tedious for individuals; or simulate procedures that individuals have trouble implementing because of built-in natural or cultural biases.  Such problems needn’t be there in a designed function-simulating group. Understanding how such cognitive processes work, and how we could design groups to simulate them would itself undoubtedly need to be done by a multi-disciplinary group, sharing various kinds of knowledge.    But it is a task that would be well worth undertaking, and quite knowledge enhancing. 3

6. Concluding remarks

      The Swarm study, whatever its results will be, used a strikingly innovative group method for studying the Consumer Electronics Show.   One of the most striking things about the method, however, was that it was striking at all.   The idea that having more people study something can improve our knowledge of it seems a trivial and obvious one.    Still, humanities scholars don’t typically work in groups.   And the fundamental principles of how our knowledge of something can be improved are rarely articulated.  In this paper, I’ve tried to articulate some of them.   Adding more scholars to the study of a domain can increase our knowledge simply by increasing the number of justified beliefs generated about that domain, given more person-hours spent investigating it.  (Since groups that study a domain this way require minimal internal organization, even scholars who work separately, are currently engaged in this sort of minimal group scholarship whenever they study an area already studied by some other scholars.)   

     Knowledge can also be enhanced by a group with minimal organization, as long as someone in the group aggregates the ideas of different group members about the same phenomena.   Aggregation, even in the form of simple averaging, can be an excellent route to uncovering new true beliefs. 

     Working in groups can also enhance knowledge in more complex ways when some group members do things that improve the number and justification of beliefs produced by other group members.  There are numerous ways that group members working together in this way can benefit each other.   We can conceptualize these benefits as ones resulting from individuals working in the enriched environment of other individuals, or we can picture them as resulting from holistic collective knowledge-producing systems.  We discussed some of the general ways in which working together enhances performance.   There are, doubtless, many specific types of group organizations that can produce specific types of knowledge in specific ways.    Whatever the specific details of how it is done, we know there are few principled obstacles to an organized group producing knowledge in whatever way it is possible to produce it, given a group’s ability to simulate computational functions. 

     Hopefully, then, I’ve helped make clearer the ways in which groups of scholars like those using the Swarm method can, in principle, improve our understanding of the world through a collective study.   It will be interesting to closely examine the results of these efforts to get some better ideas about the concrete ways in which groups succeed (or fail) to improve knowledge in practice. 

Footnotes

1. One of the earliest demonstrations of the accuracy of aggregating was given by the Marquis de Condorcet in 1785.  Here, he proved that if people were better than chance at guessing the right outcome in a binary choice, as the number of people guessing increases, the chance that the majority will choose the right outcome with their aggregated votes approaches 100 percent.   More recently, List and Goodin (2001) showed that when there are more than 2 choices available, the likelihood that the group’s plurality choice will be correct is good even if individual choosers make the wrong choices more than 50 percent of the time.  There can be, of course, circumstances in which averaging will not tend to produce an accurate result.  Two such circumstances are:

a.) Where most of the people in a group are prone to systematically making the same type of error – keeping the various errors from canceling each other out. 

b.) Where an initial chooser chooses wrongly, and others tend to imitate him (and/or each other). 

So if we want to get more accurate information by aggregating the judgments of a group of scholars, we need to try to make sure they are as diverse and independent as possible. (See Surowiki’s The Wisdom of Crowd’s for a good discussion of these issues.) 

2. Of course, there are various and sundry other ways that some group members can facilitate other group members adding justified beliefs.  If people are able to conduct research better when they feel loose and limber, some group members giving backrubs to other group members could contribute to the group’s ability to add to our pool of knowledge.

3. Even if human thought is not computational, AI programs are.  If certain kinds of individual human thought can not be describable as a computer program, then that doesn’t mean groups of people couldn’t simulate knowledge-producing AI programs that are.  Furthermore, if we find out that certain kinds of knowledge-producing thinking is not based on certain kinds of general symbol manipulation, but is dependent on certain kinds of  “hardware” (e.g., salmon’s using certain kinds of ‘magnets’ in their brains to locate their spawning grounds based on the earth’s magnetic fields), we could still look for ways in which organized groups of people could mimic the utilization of this “hardware” of this sort to produce kinds of knowledge. 
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